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▰ Introduction
▰ Background and Theory
▰ Overall Design and implementation
▰ From single machine to distributed computation
▰ Generalized framework
▰ Experiments and Results
▰ Discussion and Conclusion



Introduction
This is where it all began
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Introduction
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▰ Last semester: explore the basic of Nearest Neighbor Search
▰ Motivation: Solve real world nearest neighbor problems efficiently
▰ Theory -> Application

▰ Compare real world solution

▰ Real world question: large dataset, high dimensional, useful

▰ Image retrieval
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Introduction

Image reference: https://www.scinethpc.ca/wp-content/uploads/2012/02/bengio.jpg

▰ Combinatorial explosion
▰ Exponential growth: O(2d)
▰ Each added dimension doubles 

the need to apply all 
combination

Curse of dimensionality
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Introduction

Nearest Neighbor Search

Image reference: http://images.slideplayer.com/21/6323701/slides/slide_6.jpg
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Introduction

Satisfying Results
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Introduction

▰ Contributions:

▰ Working distributed Image retrieval using Distributed Nearest 
Neighbor Search Algorithm

▰ Perform better than OpenCVFLANN library
▰ Scalable compared to OpenCVFLANN library
▰ Implement HLSH on general distributed LSH platform
▰ Implement C2LSH on general distributed LSH platform



Background and Theory
Building upon others
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Background
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▰ Content-based image retrieval (CBIR)
▰ Focus on low-level image information
▰ ie. The color and shapes in images

▰ Concept-based image retrieval
▰ Focus on high-level image concepts
▰ ie. A boy riding a horse

Source: Image Retrieval: Ideas, Influences, and Trends of the New Age, RITENDRA DATTA, DHIRAJ JOSHI, JIA 
LI, and JAMES Z. WANG, The Pennsylvania State University https://goo.gl/ozdXc2
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Background

Nearest Neighbor Search is our focus

▰ Concept-based image retrieval

▰ Kd-tree?

▰ Only low dimension : bad at high 
dimension pruning

▰ NP – hard for comparing tree for exact 
search

Image reference: Internet image
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Background

Nearest Neighbor Search is our focus

Experiment Reference: http://www.alglib.net/other/nearestneighbors.php
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Background

Nearest Neighbor Search is our focus

▰ Concept-based image retrieval

▰ Kd-tree?

▰ Only low dimension : bad at high 
dimension pruning

▰ NP – hard for comparing tree for exact 
search

Image reference: file:///D:/Program%20Files/Downloads/kD-tree_02.gif
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Background

Nearest Neighbor Search is our focus

▰ Concept-based image retrieval

▰ Kd-tree?

▰ Approximate Nearest Neighbor Search 

▰ Only low dimension : bad at high 
dimension pruning

▰ NP – hard for comparing tree for exact 
search

Image reference: file:///D:/Program%20Files/Downloads/kD-tree_02.gif
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Locality Sensitive Hashing (LSH)

Background
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Locality Sensitive Hashing (LSH)

Background

Image reference:https://0110.be/files/attachments/416/general_vs_lsh.jpg
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Background

Search 
Engine

Messaging 
System

Key-value 
Stores

NoSQL

Graph 
Analytics

Machine 
Learning

Map 
Reduce

Stream
Processing 

SQL
OLAP

Husky Kernel

APIs

Hadoop 
Ecosystem

Image from CSCI5570 Lecture

▰ Open Source 
Distributed Platform

▰ Object-oriented
▰ Load-balancing and 

fault tolerance
▰ Messaging paradigm
▰ Map-reduce friendly

Husky



Overall Design
This is how it works
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Image Retrieval
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Image Retrieval

20Image to Data

I2D



Image Retrieval

21Nearest Neighbor Matching

I2D

NNS



Image Retrieval
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I2D

NNS

Results to Image

R2I
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Feature extraction

I2D

NNS

R2I

SIFT (Scale Invariant Feature Transform)



24

Feature extraction

I2D

NNS

R2I

SIFT (Scale Invariant Feature Transform)

▰ Robust : perspective change

▰ Locality preserving

▰ Large Quantity
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Feature extraction

I2D

NNS

R2I
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Feature extraction

I2D

NNS

R2I

Data Format: (ID + FileID)  Descriptor*128



Image Retrieval

27Image to Data

I2D

NNS

R2I
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Nearest Neighbor Search

I2D

NNS

R2I

E2LSH (Exact Euclidean LSH)

a
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Nearest Neighbor Search

I2D

NNS

R2I

Data 
1 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
2 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
3 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
1

Data 
2

Data 
3

Data 
4

Data 
5

Data 
6

Data 
7

Funct
ion 1 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 2 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 3 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7
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Nearest Neighbor Search

I2D

NNS

R2I

Data 
1 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
2 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
3 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
1

Data 
2

Data 
3

Data 
4

Data 
5

Data 
6

Data 
7

Funct
ion 1 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 2 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 3 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7
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Nearest Neighbor Search

I2D

NNS

R2I

Data 
1

Data 
2

Data 
3

Data 
4

Data 
5

Data 
6

Data 
7

Funct
ion 1 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 2 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 3 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 4 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

And - Or operation : (1, 4) , (3, 7)
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Matching Images

I2D

NNS

R2I



Image Retrieval
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Distributing the design
Upgrade Avaliable
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Nearest Neighbor Search

I2D

NNS

R2I

Data 
1 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
2 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
3 Des. 1 Des. 2 Des. 3 Des. 4 Des. 5 Des. 6 Des. 7

Data 
1

Data 
2

Data 
3

Data 
4

Data 
5

Data 
6

Data 
7

Funct
ion 1 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 2 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7

Funct
ion 3 Sig. 1 Sig. 2 Sig. 3 Sig. 4 Sig. 5 Sig. 6 Sig. 7
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Background

▰ The Husky Approach: 
three interaction pattern

▰ Objects and messaging
▰ Speedup shuffle combiner

Husky

Reference: Husky: Towards a More Efficient and Expressive Distributed 
Computing Framework; Fan Yang, Jinfeng Li, James Cheng



Distributing E2LSH
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Map-Reduce
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Distributed E2LSH
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Function 
Calculation

(Sig., Fn.)
Is the Key

Distributed E2LSH



40

Aggregate 
the same key

Calculate 
Candidates

Distributed E2LSH
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1. Initialization
2. Calculate hash values
3. Create the key/buckets
4. Calculate Candidate pairs

▰ We move only the 
hash value of Query

▰ Scalable

Distributed E2LSH



A Generalized Framework
Now we can do more
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Distributed E2LSH

▰ Hash method
▰ Distance metric

▰ Search method
▰ Termination decision

Image reference: https://micvog.files.wordpress.com/2013/08/lsh1.png
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1. Initialization
2. Create hash functions
3. Calculate hash values
4. Create the key/buckets
5. Calculate Candidate pairs
6. Decide termination

Distributed LSH
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HLSH

1. Initialization
2. Create hash functions
3. Calculate hash values
4. Create the key/buckets
5. Calculate Candidate pairs
6. Decide termination

Hamming Distance Locality 
Sensitive Hashing (HLSH)
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HLSH
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C2LSH

1. Initialization
2. Create hash functions
3. Calculate hash values
4. Create the key/buckets
5. Calculate Candidate pairs
6. Decide termination

Collision Counting Locality 
Sensitive Hashing (C2LSH)
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C2LSH
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C2LSH



Experiments and Results
It’s pretty fast, and scalable!
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Experiments
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▰ Stock images + Query Images
▰ Experiment 1: simple correctness test, small dataset
▰ Experiment 2: Robustness test, medium dataset
▰ Experiment 3: Scalability test, large dataset
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Experiment 1

18940 SIFT points, 9.4MB, 0.49 seconds
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Experiment 1



Experiment – Robustness
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▰ 30 high quality images
▰ Around 440 MB
▰ Cats: very similar item test
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Experiment 2



Experiment: OpenCV FLANN
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FLANN (Fast Approximate Nearest Neighbors with 
Automatic Algorithm Configuration) 2009 Marius Muja, David G. Lowe. 2000 citations

▰ Compare NNS time

▰ Prove scalability

▰ Prove performance
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Experiment 3 - 1

▰ 130 high quality images
▰ 4 Million Data vs. 8500 query

▰ Medium dataset
▰ Single machine Multi Thread
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Experiment 3 - 1

▰ 130 high quality images
▰ 4 Million Data vs. 8500 query

▰ Medium dataset
▰ Single machine Multi Thread



59

Experiment 3 - 2

▰ 500 high quality images
▰ 13.5 Million Data
▰ Huge dataset
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Experiment 3 - 2
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Experiment 3 - 2

2.030615

5.522217

210.25

227.655

0 50 100 150 200 250

10M 10 thread

20M 1thread

1M 1 thread

FLANN

Time (s)

Scalability

▰ 1/100 time possible
▰ Distributed setup = Scalability



Discussion and 
Conclusion
Not the end, but the start
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Discussion

63

2.030615

5.522217

210.25

227.655

0 50 100 150 200 250

10M 10 thread

20M 1thread

1M 1 thread

FLANN

Time (s)

Scalability

▰ It is pretty robust
▰ Very efficient



Conclusion
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Conclusion

65

▰ Working distributed Image retrieval using Distributed Nearest 
Neighbor Search Algorithm

▰ Performance: better than OpenCVFLANN library
▰ Scalability: better than OpenCVFLANN library
▰ Implement HLSH, C2LSH on general distributed LSH platform
▰ Open-sourcing in near future
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and data science has been challenging but fun. Without prior knowledge in the 
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